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Final Report
by Dr Maciej Radziejewski k. Professor Zbigniew W. Kundzewicz
Poznan, June 2004
Hydrospect is a software package for detecting changes in long time
series of hydrological records. The first version of the software was produced by Dr Maciej Radziejewski, under the supervision of Professor
Zbigniew W. Kundzewicz in 1999, and reported in Radziejewski & Kundzewicz (2000). It was a contribution to the Project A.2 (Analysing
Long Time Series of Hydrological Data and Indices with Respect to Climate Variability and Change) of the World Climate Programme-Water,
prepared for the World Meteorological Organization in 1999. Based on
remarks of the users of this software package and articulated needs for
its extension, the present version of the package has been produced
by the same authors. The most essential new elements of the brand
new version of Hydrospect as compared to its first version of 1999 are:
resampling, incl. block bootstrapping and block permutation, computing indices of extremes, tests for serial dependence, and support for
extreme value analysis using POT (Peaks Over Threshold). Besides,
the software was subject to a substantial general overhaul. The Hydrospect software and the manual can be downloaded from the following
ftp site: ftp : //www. wmo. int/document s/hwr /hydrospect. zip
Comments with regard to the Hydrospect software should be directed to
Dr Maciej Radziejewski
Research Centre for Agricultural and Forest Environment
Polish Academy of Sciences
ul. Bukowska 19
60-809 Poznan, Poland
E-mail: maciejr@amu. edu. pi
The new version of the Hydrospect software package has undergone
testing by several users who made constructive comments, which helped
the author to upgrade the product.
Detection of changes in long time series of hydrological records is
indeed an essential activity, both within the so called scientific hydrology and operational hydrology. Abrupt or gradual changes in river
discharge are fundamental for planning of future water resources and

flood protection. Traditionally, design rules are based on the assumption of stationary hydrology, resulting in the principle that the Past
is the key to the Future, which has a limited validity in the era of
global change (Kundzewicz, 2004). If the stationarity assumption is
not correct then the existing procedures for designing water-related
infrastructures: dams, dikes, etc. will have to be revised. Otherwise,
systems would be over- or under-designed and might either not serve
their purpose adequately, or be overly costly.
The hypothesis that climate change leads to the acceleration of the
hydrological cycle and may cause increases in the frequency and severity
of extreme hydrological events has resulted in growing recent interest
in change detection in flow data (Kundzewicz, 2004). Yet, there are
problems with the availability of appropriate data to use, with the choice of methods to apply, and finally, with the interpretation of results.
The search for (possibly) weak changes in time series of hydrological
data, which are subject to (certainly) strong natural variability, is a
difficult task, and the use of adequate baseline data (being in short
supply) and of appropriate methodology is essential.
The idea that all countries convey their hydrological data to global
data repositories is excellent, but its implementation encounters considerable practical problems. Some countries, for several reasons, are
reluctant to convey their data abroad, thus hampering international
studies and jeopardizing ability to evaluate the components of the water balance of the world. Yet, if a uniform approach to change detection
is taken, then countries may study their data at home and exchange
the results. It is therefore essential that the methods of analysis used
in different countries are comparable.
When undertaking a study aimed at change detection in a hydrological variable one goes through the following steps — the main stages
in statistical testing (Kundzewicz & Robson, 2004):
• Decide what type of series to test depending on the issues of interest (e.g. monthly averages, annual maxima, deseasonalized
data, etc).
• Decide what types of change are of interest (gradual trend or
step-change).
• Check out data assumptions (e.g. use exploratory data analysis, or a formal test).
• Select a statistical test (more than one is good practice). This
means selecting a test statistic and selecting a method for evaluating significance levels.
• Evaluate significance levels.
• Investigate and interpret results.
As stated above, selecting more than one test is a good practice. Hence
results the usefulness of Hydrospect, containing several tests, which

Situation
Data are normally distributed, independent
and non-seasonal

Guidelines for test selection
This is an unlikely scenario for hydrological data.
If applicable, all tests used in the area should be
suitable.
Any of the distribution-free tests are suitable. Tests that are based on normality assumption can
Data are independent also be applied, either by (a) first applying a norand non-seasonal, but mal scores or ranks transformation, or (b) using
are non-normal
a relevant test statistic and evaluating significance
using resampling techniques.
For almost all the tests, it will be necessary to
Data are non-normal, extract the test statistic, and then to evaluate siand are not indepen- gnificance levels using block-permutation or blockbootstrap methods. Without this, test assumpdent or are seasonal
tions will not be met.
TABLE 1. Guidelines for test selection — general applicability of tests (after Kundzewicz h Robson, 2004).

lend themselves well to application in hydrological context. The selection of a test from the available set of methods (e.g. present in
Hydrospect) for a particular situation (properties of data) can follow
the guidelines encapsulated in the following table (from Kundzewicz &;
Robson, 2004).
The present Report contains the User's Manual to the Hydrospect
software package (version 2.0) as Appendix.
It is expected that the Hydrospect package will be of considerable
use in the World Climate Programme-Water and in National Hydrological Services of WMO Member Countries.
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CHAPTER 1

Overview of Hydrospect
Hydrospect is a software package for detecting changes in long time
series of hydrological data. It makes use of a set of eight different tests
for change detection and lets the user create customized derived series
to analyse changes in different aspects of time series behaviour. The
significance of changes may be computed with standard test formulae
or using several resampling techniques, including block permutation
and block bootstrapping.
Hydrospect is easy to learn and use. It is a tool specifically designed
for time series analysis. It allows you to:
• read time series data from text files in a variety of formats, see
Section 1 of Chapter 2, page 9;
• aggregate the time series using a variety of indices, see Section 1 of Chapter 4, page 26;
• compute a POT series, see Section 4 of Chapter 4, page 32;
• compute ranks and normal scores, remove the annual cycle,
select a sub-sequence, etc.;
• study changes in various characteristics of a time series using
statistical tests and resampling.
You may also like to use Hydrospect in conjunction with other tools
using only a subset of its features, for example you may extract data
from a text file in an unusual format using Hydrospect's robust data import mechanism or compute annual indices of extremes or POT series,
and save the resulting time series in a simple text file for further study
with another application. Hopefully it will make a useful addition to
your toolbox.
Hydrospect will perform computations efficiently and without consuming more system resources than necessary. It includes numerous
"extra features" that do not make the user interface more complicated
and turn out very useful in practice. For example:
(1) You can enter fractional parameters in many places where you
would normally expect only integers would be allowed. For
instance, when you compute annual means out of a daily time
series not tagged by any dates, you may just enter "365.25" as
period length and Hydrospect will use periods of length 365
and 366 in turns, so that the mean period length will indeed
be 365.25.
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(2) Hydrospect recognizes and properly handles missing values
and ties in the data (ties influence the values of some statistical tests, some resampling techniques, ranks, etc).
(3) When importing data from a text file, Hydrospect analyses
the file and determines where the data may be located, what
separators were used, etc. You only need to choose the data
column you wish to use.
This version of the program is still limited to time-series analysis.
Several variables may be analysed, but each one is analysed separately.
Multivariate analysis may be possible in future versions. For now, if
you require such facilities, you may still be able to benefit from using
Hydrospect in combination with other programs to achieve your goal.
Hydrospect may be useful to pre-process your data (which may then
be exported, i.e. saved in a text file) and to evaluate partial or final
results.
The source code of Hydrospect, Version 2.0, has been written in
Visual C++. The package delivered to users consists of the executable programme file hydrospect.exe, and the present User's Manual in
PDF format (the "two-side" version is formatted for two-sided printing). Hydrospect is a contribution to the Project "Change Detection
in Hydrological Data" of the World Climate Programme - Water, prepared for the World Meteorological Organization. This software was
developed by Dr Maciej Radziejewski under supervision of Professor
Zbigniew W. Kundzewicz.
1. New features in version 2.0
Major new features in Hydrospect 2.0 are the following:
• tests for serial dependence, see Section 2 of Chapter 3, page 21,
• resampling, see Section 4 of Chapter 3, page 24,
• indices of extremes, see Section 1 of Chapter 4, page 26, and
• POT (Peaks Over Threshold), see Section 4 of Chapter 4,
page 32.
Some previously existing features have been improved:
• missing values are more visible (displayed as blank cells in time
series preview pane);
• a toolbar button with the letter "M" becomes available when
missing values are present to quickly inform you about that
and let you hide/show them;
• more convenient data file import interface with a summary of
not interpreted lines;
• a possibility to treat some numeric constants as missing values
in data files (e.g. -9999.00);
• when data files loaded by a document cannot be found, Hydrospect searches for them in the document's directory (useful
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when you moved your document and data files to another machine);
• the percentage of missing values allowed in an aggregation
period is now user-definable;
• Hydrospect remembers more of the parameters you entered or
choices you made and makes them defaults for later.
A short description of the previous version of Hydrospect can be found
in [9].
2. System requirements and installation
Hydrospect should work well on every PC with Microsoft Windows
98 or later and Microsoft Internet Explorer 5.0 or later installed. Although Hydrospect does not use Internet Explorer in any way, it makes
use of some basic components of Windows that are updated along with
Internet Explorer. Most probably you will be able to use Hydrospect
right away without any preparatory steps, but if you experience difficulties getting it to start, please try to install the newest available
version of Internet Explorer on your system.
Hydrospect does not require any installation. The program file
can be run from any location. You may also place it in the standard
system folder, e.g. C:\Program Files, and create a shortcut to it on
the desktop or in the Start menu.

CHAPTER 2

Working with data files
Before you can do anything useful with Hydrospect, you need to
load, i.e. "import", a data file. When you start the program, a message
displayed in the program window prompts you to do so. Creating
or directly editing the data set is not supported within Hydrospect.
However, a number of built-in functions let you transform your data
in a variety of ways. If you need to make direct changes (for example
correct errors), you can do it with another tool, e.g. a spreadsheet, and
then use the altered file, rather than the original one, with Hydrospect.
To load a data file:
• choose Time series, Import new data file from the menu, or
• choose File, Import new data file from the menu, or
• click the button with a green triangle on the toolbar

You will be given the opportunity to pick the file of your choice and
to decide which columns in the file contain the time series you wish to
study. The details are given below.
1. Data file format
Hydrospect can read data from text files. The import feature has
been designed for flexibility, so that it will, most probably, be able to
read your existing data files without special preparation. The requirement is, that the lines containing time series data — dates (and/or
times) and values — follow a uniform pattern. That is, each of them
has the same number of values and dates, in the same order, and
corresponding dates are in the same format, i.e. consist of the same
number of fields and use the same separators. In fact, a "date" does
not have to look like 1972/05/21 or 1972-21-05. It can also be
1972-21-05:09:30:54 or, in general, any sequence of natural numbers separated by any of the following characters:
- : . / \

with one exception: two numbers separated by a dot (like 1972.05)
do not form a legitimate date, since they might be confused with
a decimal fraction. You can also use multiple date-time entries, so
1972-21-05 09:30:54 is ok, too. Finally, an integer number can also

1. DATA FILE FORMAT

10

be treated as denoting date-time information. This allows using dates like 1987 11 30. An index denoting, e.g., the number of days since
January the l9t, 1900, is also a valid date field. Time series values must
be specified as integer or floating-point numbers. Exponential notation
(using e or E) is ok, too. Hydrospect always uses a dot as the decimal
point, regardless of the regional settings of your operating system, in
order to assure compatibility of data files between different systems.
Values and dates in each line must be separated by blank characters
(spaces or TABs), commas or semicolons. The column width does
not have to be fixed in Hydrospect. Fixed-width data files can be
read properly, because multiple blank characters are treated as one. A
file may contain an arbitrary number of date and value columns, but
you will only be able to import one value column (and multiple date
columns) at a time.
Missing values should preferably be represented as blank spaces
delimited by commas or semicolons (since multiple spaces or TABs
are treated as one, there is no way to have a blank space delimited
by other blank spaces). Optionally, a special numeric constant (e.g.
—9999.00 or a similar constant of your choice) may also be interpreted
as a missing value. That is the only way to specify missing values in
a fixed-width data file without delimiters. Please note that missing
values in date/time columns are not allowed.
Data files often contain comments or headers that can be quite long
and sometimes appear even in the middle of the file. In such a case
Hydrospect tries to find a common pattern among a majortiy of the
lines in the file. The lines following the pattern are treated as data
lines, and the other ones as comments. It is important that comment
lines can be clearly distinguished from data lines, either by that they
contain some text or (at least) have a differrent number or format of
entries. Some comment lines may have special meaning: the first line
may contain a descriptive "name" of the dataset in the file; the line
preceding the first data line may constist of column headings (as in
a table), i.e. one-word names for each column. Dataset name and/or
column headings can form a default name for your time series displayed
in the program window. Dataset name can be quite long, to identify
the data unambiguously. It is practical to put the most essential part
of the name at the beginning, for example "Warta monthly mean flows,
1822-1990", rather than "Monthly meanflowsof the river Warta, 18221990".
Example 1. A simple time series of daily river flows accompanied
by dates including calendar years and hydrological years can be easily
imported.
Alph r i v e r daily flows, in cubic meters per second.
1980 10 29 1980 210.4
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1980
1980
1980
1980

10
10
11
11

30
31
01
02

1980
1980
1981
1981

11

181.0
123.9
299.3
312.0

Hydrospect will analyse the file and suggest correct defaults for the
interpretation of date/time and flow data columns.
Example 2. A file containing several variables should preferably
contain column headings describing the variables.
Ground temperature in the town of Xanadu
Year, Month, Day, Tmax, Tmin
1999,
11,
01, 12.0,
8.5
1999,
11,
02, 11.9,
7.5
1999,
11,
03,
8.0,
5.0
Hydrospect will recognize the date/time columns and suggest the first
likely time series values column (Tmax in this case). You can choose
to import either Tmax or Tmin.
Example 3. Data from a regional climate model is stored in large
files. Each file contains daily Tmax temperatures for 360 days in 11766
ground-level cells of the model (the cells form a rectangular grid 106 x
111) in the following order: first, all the data for the first day, then
for the second day, and so on. The data for each day were arranged
to 10 columns (wrapped) for "easy" handling with Fortran programs,
therefore each day's data consists of 1176 lines with 10 values each and
one more line with 6 values. Each day's data is preceded by a header.
Year= 2070 Month»
1 Day= 1
Daily max temperatures (K)
11766
Format is 10F8.2; missing value is
290.00 291.00 292.00 280.00 293.00 295.00
291.00 292.00 280.00 293.00 295.00 294.00
292.00 291.00 290.00 291.00 292.00 280.00

9999.99
294.00 292.00
292.00 292.00
293.00 295.00

292.00
291.00
294.00

291.00
290.00
292.00

292.00 280.00 293.00 295.00 294.00 292.00
Year= 2070 Month=>
1 Day*» 2
Daily max temperatures (K)
11766
Format is 10F8.2; missing value is 9999.99
280.00 293.00 295.00 294.00 292.00 292.00 291.00 290.00

291.00

292.00

Suppose you were asked to extract data for just one cell, say cell
No. 5378, from such a data file. In other words, you wish to extract
the value in row 538, column 8 from each day's data. Hydrospect will
analyse the file (you need an apropriate amount of memory, slightly
more than the size of the file) and ignore the headers at the beginning
and in the middle of the file. The non-fitting lines with 6 values at the
end of each day's data will have to be ignored as well and there is no
way to read those with Hydrospect without reformatting the file. You
will need to select column 8 for your time series. Hydrospect will load
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all the values from column 8. Then, to select only the values in row
538 out of 1176 rows for each day, you can create a subseries of your
imported series, cf. Section 5 of Chapter 4, page 32.
2. Import options
After you choose the Import new data file command from the Time
series menu, Hydrospect lets you select and open the data file, analyzes
it to find where the data is located in the file and how it is formatted,
and then displays a dialogue box with some options.
You can type the name of your dataset in the appropriate field or
accept the default one that Hydrospect suggests: either the first line of
the file (unless it is recognized as data) or the file name. If Hydrospect
recognizes column headings (cf. the previous section) you may choose
to use them, too. In that case the column heading corresponding to
your selected time series will be appended to the dataset name to form
the name of the time series displayed in the program window.
The box Data preview contains initial data lines in the file. You
can select a column with the time series you wish to study and as
many date/time columns as you like by clicking on the headings in
this box. Possible selections are: time, data, and skip. Note that for
some columns Hydrospect cannot determine if they contain time series
values or date/time info, so both choices time and data are available.
It is best to select all the relevant date/time entries, but you will only
be able select one column for time series values (data).
Below the box, Hydrospect displays a summary of unused comment
lines, if any. Presence of such lines may indicate that valid information
could not be read or that the file is corrupted, particularly if they are
present in the middle of the file. You can view the unused comment
lines at the beginning and within the file by clicking on the underlined
parts of the summary. If you find that a valid data line is to be ignored,
it means that formatting of data is not uniform, so you may need to
reformat your data, or that the file contains an error — in that case
you may try to correct it. Hydrospect displays each ignored line with
a line number at the beginning.
The last option is to specify a special code denoting a missing value.
It must be a valid floating-point or integer number. Hydrospect will
check for this value using literal (i.e. textual, not numerical) comparisons, so there is no danger of accidental misinterpretation because of
floating-point rounding errors.
After you have set the options, you can press the OK button. The
time series is loaded and its name appears in the left pane. You can
click on the name with the right mouse button and choose Options
if you wish to change the import options. If the import has failed, a
replacement name is displayed in bold. Changing the options may then
allow you to read the series successfully or pick a different data file.
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The contents of your data file are not stored in the Hydrospect
document, and will have to be read every time the document is opened.
Only the options you selected are stored. In fact, if you replace the
original file with another file having the same structure, and then open
the document, the original analysis will be repeated for the new file.
If you click the series name with the right mouse button and choose
Delete, or if you press the Delete key after selecting the series, you are
given the option to remove it from the Hydrospect window. This only
means that Hydrospect will stop using it but it will not be deleted from
the disk.
3. Simulating Hydrospect 1.0 data file reading mode
There is a very minor difference in the way Hydrospect 2.0 and the
previous version, Hydrospect 1.0, treat data files. If you used Hydrospect 1.0 before, and open documents created with it Hydrospect 1.0 in
Hydrospect 2.0, you may wish to turn on the Simulate Hydrospect 1.0
menu option available through the File, Data file reading mode menu
entry. To restore the standard behaviour, please select the Standard
option from the same menu.
The only difference between the two modes is how the lines ending
with a comma or semicolon are treated. Normally a line like:
10,
should be treated as consisting of two fields, the second one being a
missing value, so data structure like the following:
9, 3.0
10,
11, 2.1
would be ok. Hydrospect 1.0 would only recognize such a line properly
if there were any spaces after the comma — a comma or semicolon at
the very end of the line would be ignored. This (unintentional) behaviour was changed in Hydrospect 2.0 and now a comma or semicolon is
always taken into account. However, if you relied on this (undocumented) behaviour in Hydrospect 1.0, you may have created / used data
files formatted like this:
9, 3.0;

10, 5.5;
11, 2.1
i.e. with some lines ending with a separator and other not so (this
is not a good practice). In the Standard mode Hydrospect 2.0 would
disregard some of those lines as not consistent with the common pattern in the file. Information about such disregarded (ignored) lines is
displayed when you import a new data file (see the previous section).
However, when you open an existing document, you may receive no
warning of some lines being disregarded unless you choose to review
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and / or reselect the import options (cf. the previous section). Therefore Hydrospect provides a "compatible" mode in which data are read
in exactly the same way as before. In any case, it is a good idea to
review the import options for every time series in a document created
by Hydrospect 1.0 and examine the ignored lines to make sure that
your data file was correctly read.
The Standard option is recommended to use unless absolutely necessary Using both options interchangeably might result in some data
being ignored without warning.
4. Viewing the data
When the time series is successfully read, its name appears in the
left pane of the program window and the series itself is presented in
the lower pane, on the right. If the name is not entirely visible, you
can position the mouse pointer over it and a "tool-tip" will appear,
showing all of the text.
When you click on the lower right pane to activate it, one of the
rows will be selected and the row number will appear on the status bar,
at the bottom of the window. You can move back and forth through
the data using the scroll-bar and the keyboard (Up/Down arrow keys,
PageUp, PageDown, Home, End) to make sure the data in the file have
been interpreted correctly. If there are missing values in the time series,
they will normally appear as blank cells. Presence of missing values
activates the toolbar button with the letter "M" that acts as a switch:
it lets you hide all missing values in the time series. It only affects
the display, not the computations or underlying data. The menu entry
View, Show missing values has the same function.
You can import as many series as your computer's memory permits.
Selecting one of them (e.g. with a mouse click) will bring it into focus
and its data will appear in the lower right pane.
5. Exporting a time series
If you wish to study a time series with another program (e.g. to
create a graph), you can save it in a text file.
To save a time series in a text file:
• select the series and choose Time series, Export, or
• select the series and choose File, Export the time series, or
• click the series name with the right mouse button and choose
Export

Then you can enter the name of the file to hold the data and click
the Save button to complete the process.
There is little merit in exporting a raw file you have just imported,
but, as will be described later on in the manual, Hydrospect allows you
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to perform a number of operations on a time series, i.e. derive new
series from existing ones, and those derived series might be of some use
elsewhere, too.

CHAPTER 3

Statistical tests
To perform a test on a time series, select its name in the left pane
of the program window. The time series should appear in the lower
right pane (data view). The upper right pane will contain the list of
tests performed on this series. You can choose an entry from the Test
menu to add a test of your choice to the list.
To add a test to the list:
• select a test from the Test menu, or
• click on the list of tests with the right mouse button and choose
a test from the context menu

If a menu item is greyed, the particular test is not available for
the time series presently selected. Some tests can only be applied to a
series of ranks or ranked deviations from the median. Please look at
the test's description (in one of the following sub-sections) before using
it.
Most tests will be added to the list with default options, so you will
not be bothered with a dialogue box every time you add a test. To
change the options, you can click on the appropriate list entry with the
right mouse button and choose Options from the context menu that
appears. Alternatively, you can double-click the list entry or, after
the list entry is selected, you can press Enter to access its options.
You can also press the Delete key or choose Delete from the context
menu to remove the test from the list. If you wish to remove all the
tests performed for this time series, follow the same procedure for the
heading of the list.
Brief descriptions of the tests available in Hydrospect are given
in the following sub-sections. For more detailed information about
testing for changes, including the theoretical foundations and detailed
discussion of the properties and applicability of various tests, please
refer to [7] and to the original sources, cited in the text. A short
review of tests can also be found in [14].
1. Tests for changes
1.1. Linear regression. The test statistic is the correlation coefficient (also called Pearson's r) of the time variable and the observations.
Optionally the slope of the fitted line and the significance level are also
16
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computed. The significance level (cf. [15, 3, 11]) is valid under the
null hypothesis of independent and normally distributed observations.
The test statistic is the correlation coefficient between the time
variable and the values of the time series. If n is the length of the
time series and a i , a 2 , . . . , a n denote the time series values, then the
test statistic is defined as
r =

1
=
vv

*

n

^(o,-m)(t-m*),
t=i
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If there are missing values in the series, the above sums are computed
only over the values of t such that at is not missing, and ~ is replaced
by ^7 where n' is the number of non-missing values in the series.
In presence of missing values regression can still be performed and
the correlation coefficient of time and observations computed based
on the data available. However, the significance level computed using
the standard formula may not be valid in this case, so it has to be
computed using resampling (cf. the corresponding section later on in
this chapter).
1.2. Normal scores linear regression. This is a non-parametric
test based on linear regression. To run it for a certain time series, derive
normal scores (cf. Section 3 of Chapter 4, page 31, and [10]) from the
series and apply the linear regression test to the derived series. The
significance level is valid only under the null hypothesis of independent,
identically distributed observations in the series from which normal
scores are derived.
This test is particularly useful for detection of gradual change in
time series.
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1.3. Spearman's rank correlation. This non-parametric test
involves applying linear regression to the series of ranks [8]. To compute it in Hydrospect, derive a series of ranks from your time series
(cf. Section 2 of Chapter 4, page 31) and perform the linear regression
test.
The significance estimate is based on the Student's t distribution as
in [8]. It is valid under the null hypothesis of independent, identically
distributed series values. This test is particularly useful for detection
of gradual change in time series.
1.4. Mann-Kendall's test. This is a robust non-parametric test
based on the "tau" statistic introduced by Kendall [4]. Kendall's tau
was adapted by Mann to time series analysis (cf. [11] and [14]). In
Hydrospect this test can only be applied to a series of ranks or ranked
deviations from the median, so the raw data need to be pre-processed
and ranks calculated. Please refer to Section 2 of Chapter 4, page 31,
for details on computing ranks with Hydrospect.
The test statistic displayed is Kendall's sum (commonly denoted as
S) divided by the square root of its variance under the hypothesis of
independent and identically distributed observations. If n is the length
of the time series and oi, 02,..., an denote the time series values, then
the test statistic equals

±s
where
S=

^2

sgn(aj - a*),

l<i<j<n

and
n(n-l)(2n + 5)
v—
18
unless there are ties (equal values) present in the data, in which case the
formula for variance given in [5] is used. The significance level is valid
under the null hypothesis of independent and identically distributed
observations. As an option, Kendall's original tau (the sum S divided
by the maximum possible value of S obtainable by a rearrangement of
the time series values) is also displayed. If there are missing values in
the time series, the Mann-Kendall's test is applied to the non-missing
values, as if they were consecutive in the series.
Hydrospect employs a dedicated algorithm for computing this test
efficiently, in the order of n log n operations, where n is the series length.
This test is particularly useful for detection of a gradual change or trend
in time series.
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1.5. Distribution-free CUSUM. This non-parametric test is implemented, in general case, as in [2]. The test statistic is KS defined
in [2]. If n is the length of the time series and oi, 02,..., a n denote the
time series values, then the test statistic satisfies the formula:
\KS\ = - max ^ s g n ( a i - M )
71 l<fc<n

i=l

where M denotes the median of time series values, and the sign of
KS matches the sign of the corresponding inner sum for which the
maximum absolute value was reached.
This test is based on the assumption that the number of values in
the series below the median and the number of values above the median
are the same. In case of ties, specifically if values equal to the median
are present in the series, this might not be true. In this case, distinct
weights are used for the values above and below the median to make
sure that the total cumulative sum is unbiased and the assessment of
significance by means of the Kolmogorov-Smirnov test is valid. The
weights for each group of values are equal to the reciprocal of their
quantity, analogously to [2].
If there are missing values in the series, the Distribution-free CUSUM test is applied to the non-missing values, as if they were consecutive in the series. Significance level computed is valid under the
null hypothesis of independent, identically distributed values. As an
option, the point k at which the cumulative sum was greatest is also
displayed.
1.6. Cumulative deviations. This parametric test is described
in [1], [2] and [14]. The test statistic is the value denoted by Q in those
papers. If n is the length of the time series and 01, c&2,..., an denote
the time series values, then the test statistic equals:
Q — — maxY^{a>i ~ m)
<J \<k<n

i=l

where m is the mean of time series values, and a is the standard deviation.
Significance level is computed according to the limit distribution
(valid for long time series) given in [1]. For series of 100 observations or
shorter, Buishand [1] gives a table of percentage points for the statistic
divided by the square root of the series length. This measure can also
be computed here as an option, so the significance can be easily looked
up in the table. The same table is reproduced in [14], although it
appears under a different heading. Please note that you do not need
to use such a table if you compute the significance using resampling,
cf. Section 4 of Chapter 3, page 24.
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If there are missing values in the series, the Cumulative deviations
test is applied to the non-missing values, as if they were consecutive
in the series. Both the limit distribution significance estimate and
the tables of percentage points are valid under the null hypothesis of
independent, normally distributed observations.
Another option is whether or not to display the estimated changepoint, i.e. the point k where the accumulated deviation from the mean
was largest.
1.7. Worsley's likelihood ratio. This is a parametric test defined in [16] and described also in [14], [2], and [1]. The test statistic
is denoted as W in each of the above sources. If n is the length of the
time series and ai,02,...,a n denote the time series values, then the
test statistic equals:
W =V

n-2
1_y2'

where
1

T/

k

V = \<k<n-i
max ay/i(n - i)
m is the mean of time series values, and a is the standard deviation.
If there are missing values in the series, the Worsley's likelihood
ratio test is applied to the non-missing values, as if they were consecutive in the series. There is also an option to compute the equivalent
V statistic. The change point estimate is also displayed as an option.
A table of percentage points for W, for series of 50 observations or
shorter, under the null hypothesis of independent, normally distributed observations, is given in [16]. This test is particularly useful for
detection of abrupt step change in time series.
1.8. Kruskal-Wallis test. This is a non-parametric test for equality of subperiod means. It was introduced in [6] and described also
in [2] and [14]. In Hydrospect this test can only be applied to a series
of ranks or ranked deviations from the median, so the raw data need
to be pre-processed and ranks calculated. Please refer to Section 2 of
Chapter 4, page 31, for details on computing ranks with Hydrospect.
This test is based on partitioning the time series to subperiods of
possibly differing lengths. For each subperiod, the mean of ranks of
values within the subperiod is calculated. If n is the series length, m
the global mean of ranks, N the number of subperiods, n^ the number
of values in the i-th. subperiod, and m* the mean rank for the i-th
subperiod, then the test statistic equals:
12

A
H= B ( B + 1 ) T ^
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where T is the "tie correction" :

T

-éî^-*"

tj denoting the number of ties in subsequent tie groups. If missing
values are present in the series, subperiod means are computed based
on non-missing values.
The partitioning of the series to subperiods is based on the period starting points entered in the dialogue box, separated by spaces.
For example, if you would like to test for equality of the means of
subsequent 30-year periods in a 90-years-long time series of annual
mean temperatures, you need to compute the series of ranks, add the
Kruskall-Wallis test from the Test menu, and specify 1 31 61 to define
three subperiods: years Nos. 1-30 (the first 30 years), years Nos. 31-60,
and years Nos. 61-90 in the time series. Equivalently you can specify
31 61, because the first subperiod always starts from the first value,
so the leading "1" is redundant.
If you would like the period to start at a given date and do not
know the corresponding number to enter in the dialog box, you can
highlight the desired time series value in the data view. The value
number (position) in the time series will be displayed on the status
bar, next to Selected position. This is the number you should enter in
the dialogue box to make this observation start a new subperiod. The
Auto-fill button simplifies defining subperiods, by filling the Sub-period
starting points field:
• press Auto-fill when the field is empty, to fill it with values
dividing the time series in three parts
• enter one number (period length) in the field and press Autofill to divide the series to periods of the given length
• enter more numbers separated by spaces and press Auto-fill
to extend the sequence of numbers entered in the arithmetic
progression based on the last two numbers
There is also an option to compute the significance level (valid under
the null hypothesis of independent, identically distributed values).
2. Tests for serial dependence
Before you use any of the change-detection tests described in the
previous section you have to make sure you are using an appropriate
method and that the assumptions made by the methods are satisfied.
Typically change-detection tests make two kinds of assumptions:
• independence of observations (e.g. daily mean flows of a large
river are very unlikely to be independent while annual mean
flows often are)
• normally distributed observations.
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From among the tests implemented in Hydrospect all assume independence while the parametric ones assume normality. The description of
each test specifies its assumptions. Hydrospect does not include tests
for checking normallity. Instead you are advised to always check your
results using permutation and bootstrapping, see the following sections
for details.
If the data exhibit serial or seasonal dependence, one option is to
aggregate. Annual indices are often independent, but experience shows
that it is not always the case. Block resampling methods offer a way
to deal with that problem, as explained in Section 4.
The three tests for independence included in this version of Hydrospect are:
(1) Median crossing test (Fisz test)
(2) Turning points test (Kendall's test)
(3) Rank difference test (Meacham test)
They are all non-parametric. A high significance level means dependence. Negative sign of the test statistic indicates positive correlation.
2.1. Median crossing test (Fisz test). This is a non-parametric
test, based on splitting the values in the series to two equal (more-orless) categories: above and below the median. Let n be the length
of the series and N be the number of times when a value below the
median is followed by one above the median, or conversely. Under
the null hypothesis of independent, equally distributed values, N is
normally distributed with mean — and variance ^ , see [13] and the
references cited there.
When there are values euqal to the median (most notably in case of
numerous ties) it may be impossible to divide the data into two equal
bins and the above formulae will not be valid anymore. In such a case
Hydrospect splits the values as evenly as possible and computes the
test statistic in the following way: Let p\ and p2 denote the fraction
of values in the lower and upper category, respectively {pi+p2 = 1).
Then the expected value of N under the null hypothesis is
m = 2pip2{n- 1)
and the variance equals
v = 4pip2(l - 3pip2)n - PiP2(6 - 20pip2).
Hydrospect makes use of these formulae to compute the significance
level for the Fisz test. The test statistic displayed in Hydrospect equals
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In Hydrospect this test can only be applied to a series of ranks or
ranked deviations from the median, so the raw data need to be preprocessed and ranks calculated. Please refer to Section 2 of Chapter 4,
page 31, for details on computing ranks with Hydrospect.
2.2. Turning points test (Kendall's test). This non-parametric
test is based on counting "turning points" in the series, i.e. thriples of subsequent values Xi-i,Xi,Xi+i such that Xi-\ < Xi > X{+i
or Xi-i > Xi < Xi+i. If N is the number of turning points, then the
test statistic displayed in Hydrospect is
(SN-2n + 4)y^ïÔ
V16n - 29
Under the null hypothesis of independent, equally distributed values,
this statistic is normally distributed with mean 0 and variance 1, see
[13].
In Hydrospect this test can only be applied to a series of ranks or
ranked deviations from the median, so the raw data need to be preprocessed and ranks calculated. Please refer to Section 2 of Chapter 4,
page 31, for details on computing ranks with Hydrospect.
2.3. Rank difference test (Meacham test). This is a nonparametric test. It involves computing differences between the ranks of
subsequent values in the series. Let U denote the sum of absolute values of such rank differences. The test statistic displayed in Hydrospect
is
(317 - n2 + l)x/ÏÔ
7(n-2)(n + l)(4n-7)'
Under the null hypothesis of independent, equally distributed values,
this statistic is normally distributed with mean 0 and variance 1, see
[13].
In Hydrospect this test can only be applied to a series of ranks or
ranked deviations from the median, so the raw data need to be preprocessed and ranks calculated. Please refer to Section 2 of Chapter 4,
page 31, for details on computing ranks with Hydrospect.
3. How to interpret results?
Hydrospect returns the values of the test statistic and of the significance level actually achieved. High value of the actual significance
level means that the hypothesis of a lack of change is rejected in the
light of evidence. If the significance level returned by Hydrospect is
99% (tantamount to 1% in another convention), there is a high chance
that a change exists in the hydrological time series subject to analysis.
A value of significance equal to 99.3% means that a change is detected
at the 95% (or 5%) significance level and at the 99% significance level,
but not at the 99.9% (or 0.1%) level. Statistical significance does not
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always imply that there is a "true" change or trend in the series. If
the significance level calculated by Hydrospect is 99%, there is still a
one percent probability of a result of the same magnitude occurring by
pure chance.
It is essential to emphasize that all the tests included in Hydrospect are based on strong assumptions on the time series: temporal
independence for all the tests used and normal distribution for some
tests (the parametric ones). Validity of these assumptions in particular
cases guides our credibility in test results, in particular in the regions
of the test statistics where the hypothesis should be accepted / rejected (not communicated to the Hydrospect user) and the confidence
levels (returned to the user). If assumptions are not satisfied, the tests
can be only interpreted as exploratory data analysis tools, rather than
rigorous statistical methods.
A common mistake is to apply, e.g., linear regression to a time series without checking if the series values are normally distributed and
independent. If the data is not normally distributed, you may apply a
parametric test to so called "normal scores" (cf. Section 3 of Chapter 4,
page 31) and thus make a non-parametric test out of a parametric one.
Normal scores linear regression is an example of a non-parametric test.
Non-parametric tests can be regarded as "safer" to use as they do not
require the normal distribution assumption. The drawback of this approach is that the result of such a test, e.g. the linear regression slope,
cannot be directly interpreted, as it refers to transformed data. The
slope obtained from linear regression applied to untransformed data
can be quite useful. Resampling offers a way to compute significance
without assuming a specific distribution of data. It is straightforward
and safer, anyway. Moreover, the formulae available for the statistical
tests are only approximations, valid for long time series, while bootstrapping can be applied also when the length of the series is moderate.
Block resampling methods are a good solution if the data exhibits serial
or seasonal dependence. It is recommended to always use resampling
to compute the final results or to double-check their validity.
4. Resampling
Resampling offers an alternative way to compute the significance
levels of test results. It may allow you to use a test even if its assumptions are not satisfied by the series. Please refer to the previous
sections for information on test assumptions. Resampling is activated
through the Test, Resampling menu entry. You can select the method
and supply necessary parameters.
Resampling works by generating many random time series with
distribution identical to that of your time series. The test results obtained for the original time series are compared to those obtained for the
random series and significance is evaluated based on this comparison.
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Random series are generated either by permuting the series (sampling
its values without replacement) or by sampling its values with replacement (bootstrapping). It is a good idea to always verify test results
using both permutation and bootstrapping.
You will notice that the estimates of significance levels are changed when you activate resampling, but other results do not change. If
the results obtained from resampling differ much from the ones obtained without resampling (computed using standard formulae), the ones
given by resampling are probably more valid.
You may also notice that computations take much longer when
resampling is on, because tests have to be performed for numerous time
series instead of just one. Computation time depends on the number of
times to resample a series. You may select a lower value first (e.g. 100)
to see how much time the computations may take and then change it
to a higher value. A common practice is to use at least 1000 random
series so that the result is credible.
Block resampling methods offer a way to deal with the problem
of serial or seasonal dependence in the data. Block permutation or
bootstrapping works by dividing the data to blocks of fixed size and
sampling the entire blocks instead of single values. For instance, selecting the block size of 12 or a multiple of 12 should account for annual
seasonality effects in monthly data. Using longer, multi-year blocks,
should be adequate to treat longer-term serial dependence. If the series length is not a multiple of block size, the two methods behave
slightly differently. Block permutation divides all the data to blocks,
allowing the last block to be shorter than the rest. Block bootstrapping
samples only full blocks of specified size, disregarding a non-fitting part
of the data at the end, and constructs a series of appropriate length
from these full blocks (the excessive portion of generated data is cut
off if necessary).
You can also specify a fractional block size, e.g., if you need to handle daily values with annual seasonal dependence, you can use blocks
of 365.25 days. Hydrospect will then use blocks of 365 or 366 days so
that mean block size is 365.25.
Resampling options are set individually for each time series in the
document. The menu command Test, Resampling, shows the options
for the current series. The corresponding toolbar button with a "Monte
Carlo" icon acts as a switch, turning resampling on and off for the
selected series. Switching off is immediate. Switching on brings up a
dialogue box with the last-selected resampling options for this series
or your last-entered options if this series was not resampled yet. The
selected resampling method and parameters are displayed at the top of
the list of tests and written in the report, cf. Section 2 of Chapter 5,
page 35.

CHAPTER 4

Working with time series
Standard procedures like ranking observations in a sample or removing annual regime from a series of flows can be seen as producing a
new, derived time series, from an existing one. Hydrospect implements
a number of such procedures. They are available from the Time series menu and from the context menu that appears when you click the
series name in the left pane with the right mouse button.
To construct a derived series:
• select the series and select the operation of your choice from the
Time series menu, or
• click the series name with the right mouse button and select the
operation of your choice from the context menu

In some cases you will be given some additional options to choose
from. To change those options later, click on the derived series name
with the right mouse button and choose Options from the context menu
or select the name of the derived time series and press Enter.
You can produce a number of derived series from any series. For
example you can compute annual means and monthly means for a series
of daily data as well as select a subseries consisting only of observations
recorded in June. Then you can rank the annual means etc. The
relationships between derived time series are presented in the left pane
in the form of a tree.
1. Aggregation and indices of extremes
Menu entry: Aggregate
The series will be divided to subperiods and the values in each
subperiod will be replaced by one value, for example the mean, or the
maximum of the values in the subperiod. The following indices are
implemented:
Mean: The mean.
Sum: The sum.
Minimum: The minimum.
Maximum: The maximum.
Median: The median.
26
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Tukey's trimean: The weighted mean of: the median, with
weight 0.5, and the 25% and 75% percentiles, each with weight 0.25.
Percentile: E.g. the 25% quartile is computed by specifying 25
as the parameter.
Percentile above: E.g. the median (60th percentile) of values
greater than 0.
Percentile below: E.g. the median (50th percentile) of values
less than 0.
Percentile geq: E.g. the median (50th percentile) of values greater than or equal to 1.
Percentile leq: E.g. the median (50th percentile) of values less
than or equal to 1.
Standard deviation: Standard deviation within a period.
Count all: The number of all (non-missing) values in a period.
Count above: The number of values above a threshold.
Count below: The number of values below a threshold.
Count geq: The number of values greater than or equal to a
threshold.
Count leq: The number of values less than or equal to a threshold.
Proportion above: E.g., the ratio of precipitation received during heavy rain days to the annual total.
Proportion below: E.g., the ratio of precipitation received during low precipitation days to the annual total.
Proportion geq: E.g., the ratio of precipitation received during
heavy rain days to the annual total.
Proportion leq: E.g., the ratio of precipitation received during
low precipitation days to the annual total.
Sum exceedances: The sum of exceedances above a threshold.
If t is the threshold (entered as a parameter), and a* denotes
subsequent time series values, the index value equals

where the sum is over a given period.
Sum deficits: The sum of deficits below a threshold. If t is the
threshold (entered as a parameter), and at denotes subsequent
time series values, the index value equals

S(*-Oi).
Oj<t

where the sum is over a given period.
Longest consec. above: The longest period of consecutive values above a threshold.
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Longest consec. below: The longest period of consecutive values below a threshold.
Longest consec. geq: The longest period of consecutive values
greater than or equal to a threshold.
Longest consec. leq: The longest period of consecutive values
less than or equal to a threshold.
Longest consec. . . . (carry over): The "carry over" versions
of the Longest consec. ... indices — see the comments after
this list.
Max moving average: E.g., the highest n-day temperature average — see also the comments after this list.
Min moving average: E.g., the lowest n-day temperature average — see also the comments after this list.
Max moving sum: E.g., the highest n-day precipitation sum
— see also the comments after this list.
Min moving sum: E.g., the highest n-day precipitation sum
— see also the comments after this list.
First above: The first occurrence of a value above a threshold.
If n denotes the length of a given period, then the index value
for the period is the value number (e.g. day number), between
1 and n, when the first admissible value occurred, or n + 1, if
no value in the period satisfied the given criterion.
First below: The first occurrence of a value below a threshold.
If n denotes the length of a given period, then the index value
for the period is the value number (e.g. day number), between
1 and n, when the first admissible value occurred, or n + 1, if
no value in the period satisfied the given criterion.
First geq: The first occurrence of a value greater than or equal
to a threshold. If n denotes the length of a given period, then
the index value for the period is the value number (e.g. day
number), between 1 and n, when the first admissible value
occurred, or n + 1, if no value in the period satisfied the given
criterion.
First leq: The first occurrence of a value less than or equal to
a threshold. If n denotes the length of a given period, then
the index value for the period is the value number (e.g. day
number), between 1 and n, when the first admissible value
occurred, or n + 1 , if no value in the period satisfied the given
criterion.
Last above: The last occurrence of a value above a threshold.
If n denotes the length of a given period, then the index value
for the period is the value number (e.g. day number), between
1 and n, when the last admissible value occurred, or 0, if no
value in the period satisfied the given criterion.
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Last below: The last occurrence of a value below a threshold.
If n denotes the length of a given period, then the index value
for the period is the value number (e.g. day number), between
1 and n, when the last admissible value occurred, or 0, if no
value in the period satisfied the given criterion.
Last geq: The last occurrence of a value greater than or equal
to a threshold. If n denotes the length of a given period, then
the index value for the period is the value number (e.g. day
number), between 1 and n, when the last admissible value
occurred, or 0, if no value in the period satisfied the given
criterion.
Last leq: The last occurrence of a value less than or equal to
a threshold. If n denotes the length of a given period, then
the index value for the period is the value number (e.g. day
number), between 1 and n, when the last admissible value
occurred, or 0, if no value in the period satisfied the given
criterion.
You can select from the list of indices and supply index parameters in
the box below it. A short description of the selected index is displayed
for your convenience.
If there is more than a given percentage (1% by default) of missing
values in the period, the aggregated value for this period is also treated
as missing. Otherwise, the aggregated value is based on the existing
values in that period. Thus, if missing values are present but sparse in
the series, the aggregated series may be free of missing values.
You can define subperiods of fixed length by entering the length
in the appropriate box (the option Defined by period length will then
be automatically selected). The first subperiod will start at the beginning of the series. The last subperiod may be shorter than the given
length. The length you enter may be fractional, in which case the lengths of subsequent periods will occasionally differ by 1, so that the mean
length will approach the value you have specified. For example, if you
aggregate a time series of daily data and no date-time information is
available, you can use the period of length 365.25 to define approximately annual periods. Those periods may or may not be close to actual
calendar or hydrological years, depending on where your time series
starts. To have the aggregation start precisely at a certain point, you
can use subseries selection. To perform monthly aggregation of daily
data, you can use periods of length 30.4375.
If date-time information is present, you can define periods based on
one of date-time fields. For example, to perform monthly aggregation,
select the field denoting the month number in the date-time information. To select a date-time field, use the small arrows (spin buttons)
next to the time-field number, below the Defined by a date-time field
number option. The option will then be automatically selected. The
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space to the right of those arrows contains the date-time information
associated with the first value in the time series. Use the spin buttons
to change the time field number until the appropriate field is highlighted on the right.
In principle the index value for a given period should depend only
on the time series values within this period. However, some indices
are based on "windows" that can come across period boundaries. The
treatment of results obtained for such windows may raise questions and
should be explained. To simplify the discussion, let us assume that you
are computing annual indices based on a daily time series.
The Min/Max moving average/sum indices compute moving averages (sums) for moving n-day windows in the time series (n is specified
by the user as a parameter). The minimum (maximum) for a given
year is computed over all n-day windows whose last day is in the given
year. For example, the 5-day average for the days Dec 28t/l 1988 - Jan
1 st 1989 will be attributed to the year 1989. The temperature average
for these 5 days was not known before Jan 1 st 1989, so it should not
influence the index value for the year 1988.
The situation is slightly more complicated with the Max consec.
... family of indices. The "carry over" versions take into account
all periods of consecutive days ending in a given year even if they
start before that year, and regardless of whether or not they continue
further (over to subsequent years). For example, suppose you compute
the length of the longest spell of ice days (with day temperature below
0°C) in a year using the Longest consec. below (carry over) index.
If such a spell happens to last from Dec 19"1 1987 to Jan Uth 1988,
the recorded length for the year 1987 would be 13 days (Dec 19t/l Dec 31st), unless there was a longer spell earlier the same year. On
Jan Uth 1988 the recorded length would already be 13 + 14 = 27
days (Dec 19th 1987 - Jan Uth 1988), so the index value for the year
1989 would be 27 (unless a longer spell of ice days happened later that
year). If you do not like the effect that some of the ice days would
be taken into account twice, you can use the Longest consec. below
index, without the "carry over" suffix. The non-carry-over Max consec.
... indices take into account only the periods of consecutive days
placed entirely within the boundaries of a given year. Neither option
is recommended over the other, it is your decision which one to choose.
In fact, in the situation described here, when the "ice periods" studied
are likely to happen mostly in winter, it may be more sensible to use
yet another solution: consider July-to-June one year long aggregation
periods instead of calendar years. This can be achieved by deriving a
subseries of the original time series (see the section on subseries later
on) starting at the beginning of July on the first year of the time series,
and then aggregating using periods of length 365.25 days.
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1.1. Computing a moving average time series and other
uses of indices. Hydrospect has no built-in function to directly compute a moving average of time series values, but it does include indices
based on moving averages. It might not be immediately obvious that
you can use these indices to compute the moving average times series
out of your time series.
Suppose you have a time series of daily temperatures and you would
like to compute moving 5-day temperature means. When you aggregate
this time series, please select the Max period average (or Min period
average) index, and enter 5 as the only index parameter (to specify
5-day averages). Select aggregation periods denned by period length,
with length equal to 1. This way each day will be a separate aggregation
period and the aggregated series length will be the same as that of
the original series. The first four values in the aggregated series will
be missing, because the 5-day average was not yet known on those
days. Subsequent values will represent the averages in appropriate 5day windows.
Setting the aggregation period length to 1 may also be meaningful
for other indices, for instance, the Count all index used in this way
will result in a binary series of zeros and ones, of the same length as
the original series, with Os in place of missing values and Is in place of
non-missing ones.
2. Computing ranks
Menu entry: Rank observations
A rank will be assigned to each observation. If the time series
consists of n distinct values, the ranks will be the numbers from 1 to
n, with n corresponding to the highest value in the series, n — 1 to
the second highest, and so on. If there are ties (equal values) in the
series, each value in the tie group is assigned the same (mean) rank.
For example, if the lowest value occurs four times in the series, it is
assigned the rank i+2+3+4 = 2.5 and this rank will appear in the four
places where the lowest value appeared in the original series. The series
of ranks has the same length as the original series.
Ranks are used by some non-parametric tests. For instance, to
perform the Mann-Kendall's test on a time series, you must compute
the time series of ranks from it and then apply the test to the ranks
series.
3. Computing normal scores
Menu entry: Normal scores
The series is transformed in such a way that the marginal distribution becomes normal (with zero mean and unit standard deviation),
while the relative ranks of the values are preserved. More precisely: for
each value in the series its rank r is computed. In the derived series, the
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original value is replaced by the value whose accumulated probability
(under the normal distribution) is equal t o p = (r + l)/(n + l).
4. Peaks over threshold
Hydrospect facilitates Peaks Over Threshold (POT) analysis by
letting you create series of independent peaks. An independent peak is
defined as a value which is "the largest in the neighbourhood", based
on the time-distance criteria you supply. The threshold is computed
to achive a required number of independent peaks per year or another
time period, as necessary. Hydrospect computes the threshold based
on your input and displays it in the POT dialog box. Time period can
be defined in the same way as by aggregation.
The resulting POT series will include date-time info from the original, if periods were defined based on this information. If you chose to
use a specific period length, Hydrospect will display the period number and the number of the value within the period. The values for the
peaks will also be displayed. This way you obtain information when
the peaks occurred and what their magnitude was. Other series values
in the POT series are treated as missing.
You can apply a statistical test directly to the POT series or aggregate it, for example count the peaks per year. Aggregation applied to
the POT series behaves differently: the missing values (data quality)
criteria is verified against the original series, not the POT series.
5. Selecting a subseries
Menu entry: Select a subseries
A subseries of the time series of concern can be created by restricting
to a certain time range. You can enter the position of the first and of
the last observation to be included in the subseries in the From and
To fields at the top of the dialogue box. If you leave any of those
blank, the new series will extend to the beginning and / or the end of
the original one. The observation's position corresponds to the number
displayed on the status bar, next to Selected position after you highlight
the observation in the data view.
The Seasonal range part of the dialogue box allows you to select
only those observations which were measured, for instance, in a specific
time of the year.
Suppose you have a time series of daily data from, say, several
decades, and you wish to look only at the data from December and
January. If the date-time information is present in the series and there
is a date-time field with the month number, you can select this datetime field using the small arrows (spin buttons) next to the time-field
number, below the Set a range for the following date-time field option.
The option will then be automatically selected. The space to the right
contains the date-time entry associated with the first value in the time
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series. Use the spin buttons to change the time-field number until the
appropriate field is highlighted on the right. Now, enter 12 and 1 in
the From and To fields at the bottom to select the seasonal range from
December to January, inclusive. When the value in the Fromfieldis less
than or equal to the value in the Tofield,Hydrospect selects the values
whose corresponding date field value falls in the appropriate range.
When the From value is greater than the To value, the corresponding
date field must have a value greater than or equal to the From value
or less than or equal to the To value, to be selected.
If the date-time information is not present, you can enter the period
length into the field next to Set a range in the period of length (the
option will then be selected automatically). In our example, the period
length will be 365.25. Section 1 of Chapter 4, page 26, describes how
the series is split to periods of given length. Now, if the series starts
on the 1 st of November, then the first of December will be the 31 at
day of the annual period in this series. You can enter 31 and 92 in
the From and To fields at the bottom to define the desired subseries.
Selecting a subseries in this way is inhernetly inprecise — without the
dates Hydrospect can only approximate true calendar years and, as
a result, the selected period may by shifted by up to one day (e.g.
Hydrospect may select data for the period from the 2nd of December
to the 1 st of February) on some years. If you are willing to accept such
minor imprecision, you can define seasonal subseries in a very flexible
way even without accompanying dates.
6. Analysis of changes in variance
Menu entry: Study variance
As suggested in [14] (after [12]), some tests for changes in the mean
can be applied to detect changes in variance. This involves computing
the distance of each value in the series from the overall mean and applying the test to the series of distances. Please note that this approach
is based on the assumption that the overall mean (or another measure
of central tendency) exists and is constant throughout the series. The
Hydrospect function described here allows you to compute such a series
of distances, so the tests for changes in the mean can be applied to it.
In general case you are given the option to compute distances from
the mean, the median or Tukey's trimean. In the special case, when
this procedure is applied to a series of ranks, distances from the median
multiplied by two are computed and no options are displayed. Multiplication by the factor of two ensures that the derived series can, for
most purposes, be treated as a series of ranks. It has no effect on the
significance of test's results.
7. De-seasonalisation
Menu entry: De-seasonalise
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The seasonal means (regime) are subtracted from each value and
the remainder is divided by the seasonal standard deviation. Any of the
two steps can be disabled at your option. The means and deviations are
smoothed using harmonic functions. By default harmonics of degree
up to five are used both for the means and the deviations, but this
can be changed by entering the desired values in the appropriate fields
in the dialogue box. The first entry in the dialogue box defines the
period length for which seasonality should be altered. For example,
to subtract the regime from the series of monthly flows, use 12 as the
period length.

CHAPTER 5

Saving and sharing your work
1. Hydrospect documents
To save the current state of the analysis performed with Hydrospect
you can choose Save or Save as from the File menu or click on the
"diskette" button on the toolbar or press Ctrl-S. Then you can start
working from scratch again by choosing New from the File menu or
clicking on the leftmost button on the toolbar or pressing Ctrl-N. To
restore your saved file, choose Open from the File menu or click on the
"open folder" button on the toolbar or press Ctrl-O.
Saved Hydrospect files are typically very small, so it is easy to share
them using diskettes or e-mail. Of course, if such a file is transferred
to another computer and opened with Hydrospect there, all the data
files used in the analysis will have to be present on the other computer
as well. They should be exactly the same to make sure that all the
options are interpreted correctly. If Hydrospect cannot find a data file
(in fact it is not likely to find it exactly in the same directory on a
different computer), the missing time series is displayed in boldface in
the left pane. Clicking such an entry with the right mouse button and
choosing Options from the context menu or selecting it and pressing
Enter allows you to pick the new data file location, as explained in
Chapter 2.
2. Reporting the results
The Report menu entry allows you to create a text file containing
the results of all the tests performed. The report will only include those
series for which some tests were actually performed. After you click
on the Report menu item, you can give the name to the text file to be
created. Click on Save to complete the procedure. You should be able
to open the report with your text editor.
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CHAPTER 6

Reference
1. Keyboard shortcuts
navigation between panes
switch to next/previous

F6, Shift-F6

series tree
move the selection

Up/Down arrow keys
PageUp/PageDown
Home/End
right arrow, numeric keypad +
numeric keypad *
left arrow, numeric keypad —
Enter
Delete
Shift-F10

expand a branch
expand a branch entirely
collapse a branch
node options
delete a node
context menu
test list
move the selection

Up/Down/Left/Right arrow keys
PageUp/PageDown
Home/End
Enter
Delete
Delete, when the "Tests performed"
heading is selected
Shift-F10

test options
remove the test
remove all tests
context menu
data view
move the selection

Up/Down arrow keys
PageUp/PageDown
Home/End
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